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ABSTRACT

This article examines objections to the use of artificial intelligence (AI) in decisions affecting humans and argues
that most objections rest on anthropocentric assumptions rather than evidence about decision quality. Critics
often presume that human decision makers are uniquely capable of moral and contextual judgment, while AI
systems are inferior, opaque or hostile. The article challenges this view arguing that modern Al systems are an
expression of collective human intelligence and ethics, built on the image of human cognition, trained on curated
human decisions and operating on best decision making frameworks. Drawing on empirical studies the article
shows that modern Al systems offer unique advantages in decision-making, thus may already in some domains be
as good at making good decisions as an average individual human. The article deconstructs main criticisms of Al
decision-making and introduces the novel argument of inseparability between human and AI decisions. Human
and Al contributions are increasingly intertwined, Al involvement is latent and appropriated by humans, making
existing accountability frameworks based on a clear human-AI boundary obsolete. The article advocates for the
development of agnostic decision-making frameworks that apply universal accountability to both human and
non-human agents and provide a path to better decisions.

1. Introduction

As artificial intelligence (AI) systems are increasingly deployed in
law enforcement, the justice system, healthcare, education, financial
services, policing of social networks, etc., Al becomes directly involved
in daily decision-making affecting human lives, fundamental rights and
freedoms ([17], p. 211).

This shift in the way many decisions are made leaves many humans
uneasy and sensitive to misconceptions and speculations on the impact
of AL While many academics, policymakers and decision makers are
optimistic that Al decision-making is improving the quality of decisions
[40], a vocal opponent group also stokes public fears about catastrophic
Al failures, and some advocate for the slowing down the advancement of
Al decision-making or even for limiting it altogether [59].

Common arguments against Al decision-making are opinions that are
light on empirical evidence, and often based on metaphysical conjec-
tures or sci-fi based doomsday scenarios. Some arguments openly play
on existential human fear of the unknown and unpredictable conse-
quences of Al technology [69]. While some of these fears may be
genuine, they are also driven by various selfish and self-promotion in-
terests competing to conjure the scariest scenario. Fear is one of the most
primal human emotions and therefore arguments playing into human
fears exert a powerful influence on law, policy and society [8].
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Besides pure fiction, a common line of arguments of the opponents of
the AI involvement in decisions affecting humans is a general anthro-
pocentric worldview. It is proposed that human decision-making is su-
perior to the AI and algorithmic decision-making, because human
intelligence is special and superior to machine intelligence. Human in-
telligence is said to have certain metaphysical qualities, articulated in
terms of agency, morals and complex emotional states such as love,
empathy or conscience. Thus, Al decision-making is deemed inferior to
the full complexity of human decision-making, especially when it comes
to deciding about humans, because it is presumed to lack moral quali-
ties. Making decisions about humans is claimed to require special
emotional and moral considerations that Al is not prepared to make and
might never be able to make. The argument is expanded by arguing that
machines decide quantitatively and, especially when decisions have a
moral or value judgment or involve human lives and behaviour, ma-
chines make bad decisions (Matsumi, Solove, 2024). The human supe-
riority arguments are often supported by pointing out various mistakes
made by Al agents.

Empirical research on human vs Al decision quality is mixed and
inconclusive. Both camps have sufficient case studies to stand their
ground, but data is case and algorithm specific, as well as limited in
sample sizes [4,6]. Recent work on Al-informed decision-making in
applied domains similarly highlights trade-offs between accuracy,
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fairness, and explainability [3,18]. What is notable is that research on
bad Al decision is often based on biased datasets that were used to train a
specific algorithm, and can be rectified relatively easily, while research
on bad human decisions does not suggest any easy or simple solutions on
how to correct it [61]. Moreover Al technology is basically in its infancy
and relies on few decades of research, while human societies had
millennia and yet human agents remain prone to bad decisions at indi-
vidual, group and even whole society levels. These limitations, however,
do not preclude anthropocentric Al scholars’ claim that it is the human
contribution to decision-making that somehow leads to good decisions
(Matsumi, Solove, 2024). For features of good decisions, emphasis is
placed on qualitative metaphysical modalities of human decisions.

The central thesis of this article is a rebuttal of the claims that Al
involvement inevitably leads to bad decisions. To present this thesis the
article critiques the main arguments against involving Al in decisions
affecting humans (primarily meaning legal and policy decisions). The
author argues that human decision-making becomes deeply entangled
with Al, thus making human and non-human decisions practically and
normatively inseparable. Moreover, if Al systems embody collective
human intelligence and morals, such AI systems can match or surpass
the decision quality of individual humans. Claims that AI leads to bad
decisions produce wrong incentives for the human decision-making.
Instead of limiting the applications of AI in decision-making, policy
and scholarly attention should focus on causes and accountability for
bad decisions, as well as agnostic good decision frameworks, that apply
equally to human and non-human agents. Such frameworks are severely
lacking in broader social sciences, and mostly confined to a niche of
decision science in economics. Employing Al is instrumental on a path to
better decisions and allows uncovering modalities of good decisions.
Shifting the blame for the problems of human decision-making onto Al
conceals persistent structural problems in human decision systems.

To structure the argument, in Section 2 the author argues that
modern Al is evolving into a collective image of a moral humanity. In
Section 3, the author addresses main arguments of the anti-AI decision-
making camp. In Section 4, the author highlights advantages of using Al
for making better decisions. The article concludes that better decisions
need broader agnostic decision-making frameworks and more account-
ability for decision makers whether they are human or not, rather than
metaphysical discussion of human decision virtuousness.

The article is primarily conceptual and normative, and offers novel
normative arguments rather than testing specific hypotheses. The limi-
tations of this approach should be acknowledged explicitly. The
normative arguments are aspirational, and need further empirical vali-
dation. As it is surveyed in the article, current empirical literature on
comparative decision quality of human and AI agents is limited and
inconclusive. It is used to support the argument that Al makes imperfect
decisions, while actually demonstrating that Al is not worse and often
better than humans at decision making. Particularly studies in criminal
justice, credit scoring and medical diagnosis suggest that even imperfect
algorithms can match or outperform human judgement on key metrics,
while critique of Al decisions is mostly perceptional and normative [3,4,
41].

Separate notable limitation of the article is that the perspective
offered is focused on Euro-American legal and policy debates and
limited review of literature on human v AI decision making. The topic is
rapidly evolving and some research relevant to the article may have
been missed. Cultural and societal differences in perceptions of Al, and
in ethical principles guiding decision-making, are only indirectly
addressed, further comparative, cross-cultural work is needed to
examine how anthropocentric bias and inseparability manifest across
different normative orders.

The article does not prescribe institutional designs, metrics or
governance frameworks. Developing such frameworks will require
interdisciplinary collaboration between computer science, law, philos-
ophy, sociology and decision sciences.
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2. AI as model of collective human intelligence and ethics

Recent progress in artificial intelligence (AI) technology is largely
attributable to advancements in neuroscience and a better understand-
ing of the human brain [31]. Neuroscience has directly advanced Al
technology, especially in key fields such as neural networks and deep
learning [37]. The architecture of neural networks in Al is inspired by
biological neurons, synapses, and the process of learning through syn-
aptic strength adjustments. These insights from neuroscience have been
abstracted into the algorithms and code underpinning Al systems [38].

The best example of brain science influencing Al is the development
of deep learning that was significantly inspired by the hierarchical
structure of the brain's visual cortex, which processes information in
layers. This biological model has informed the design of more efficient
Al systems. Similarly, the concept of Hebbian learning, based on the idea
that "neurons that fire together wire together," has shaped reinforcement
learning and unsupervised learning techniques in Al. The deeper un-
derstanding of human cognition and decision-making has further
enabled Al models to better mimic human thought processes, as seen in
natural language processing. However, the direct link between these
architectures and the ethical quality of decisions is still under-theorised
and empirically underexplored, which underscores the conceptual
character of the present argument.

Neuroplasticity, or the brain's ability to reorganize itself by forming
new neural connections throughout life, has inspired the creation of
adaptive Al systems that continually evolve and improve. In this sense,
humans are, quite literally, building Al in their own image—emulating
human-like abilities incrementally, through continuous refinement. And
whether some of us want that or not, the Al engineers are slowly suc-
ceeding - Al systems already produce outputs that are indistinguishable
from human ones.

Further advancements in Al technology may come from innovations
in bio-computing directly employing human brain cell organoids [58] or
from advancements in quantum computing led by new theories that the
brain itself is an advanced quantum computer.

The convergence of biology of the mind and Al also means that Al
systems are trained in the same way as human brains, primarily relying
on linguistic and visual inputs. The underlying moral maxims in such
training also align, i.e. machine ethics is generally based on human
ethics. Al systems are learning what is good and what is bad from human
cases and decisions, curated by the brightest minds of humanity [29].
The engineers behind Al are striving to embed ethical principles within
these systems, ensuring that AI becomes a force for good [65]. Major
research and engineering effort is made to identify and eliminate the
causes of bad Al decisions at all levels [12]. Certainly, the majority of Al
engineers and companies are making their best effort to design good Al,
that is Al — which has goodness embedded as a foundational principle.
To suggest otherwise undermines the moral intent of those humans
designing Al Of course, this does not imply that all Al systems currently
embody shared global values or that corporate incentives always align
with public interest, rather it indicates that value alignment is an explicit
design goal in AI development.

Al is both cognitively and ethically modelled on human systems, the
additional outcome of said convergence is increasing inseparability of
human and AI work. It is increasingly difficult to separate human and Al
decisions based on outputs generated through humans using technology.
Some researchers point out the phenomenon of co-intelligence, where
technology is assisting humans with all kinds of work and decisions
[45]. Inlegal and policy decisions the inputs of technology can start with
the most basic tasks, such as finding basic information and pertinent
sources. Human agents may already want to fully own results of such
collaborative work, but advanced outputs offered by LLMs and other
generative Al technology further create incentives for human agents to
appropriate the output of Al due to potential economic and reputational
benefits [50,53]. In scientific publishing, this is becoming a dominant
problem, as some commentary suggest that up to 40% of papers in
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certain fields show signs of Al involvement [11].

Recent well publicized controversies illustrate how easily Al-
generated work can be sold as ostensibly human output. For instance,
Gannett and Sports Illustrated were found to have published Al-
generated product reviews under alleged human bylines that passed
through editorial process [54]. For lay person it is impossible to
distinguish whether such allegedly human expert reviewing and rec-
ommending a product is actually human, Al, or some hybrid. In the 2023
case of Boris Eldagsen winning one of the world's biggest photography
competitions with an image entirely generated by Al the involvement of
Al was uncovered only after the artist came forward himself [50]. Note
that the Al tools used in 2023, as of 2025 are obsolete, and the current Al
image generation and manipulation capabilities far surpass them. These
cases illustrate that, in many real-world settings, human and AI de-
cisions are already inseparable in practice.

In a context of intellectually and morally indistinguishable outputs, it
would be extremely condescending to claim that Al is somehow morally
inferior. Yet, empirical work in psychology and management science
suggests that anthropocentric bias is not merely a philosophical stance
but manifests in concrete judgement patterns: people systematically
devalue Al-generated art compared to identical human-labelled works
[43], and cultural differences shape how societies react to and deploy Al
systems [68]. Similar concerns have been raised in media studies
regarding anthropocentric framings of “artificial creativity” [60].

Instead of condescending, we should view Al systems as a product of
collective intellectual and moral efforts of humanity. Certainly imper-
fect, as we are ourselves, but continuously learning and improving,
aided by the best human mentorship and curation. Understanding of Al
systems as systems of collective intelligence surpassing capabilities of
individual humans is increasingly gaining recognition and even empir-
ical proof [16,67]. At the same time, these accounts also emphasise that
collective intelligence is fragile and sensitive to socio-technical design
choices, which cautions against unqualified optimism.

Overall, criticisms of Al use often reveal more about our own limi-
tations as moral beings than they do about the potential of AI to embody
moral reasoning. Al is not just some collection of algorithms—it is the
collective product of humanity’s best effort to create intellectually and
morally capable decision-making agent. To scoff at such systems as
something inferior to an average human is ignorant of our own collec-
tive best effort.

3. Arguments against Al decision-making

In the law and policy debates regarding Al decision-making, a series
of arguments are frequently made emphasizing the defects of Al
decision-making. All such arguments can be summarized into five
categories:

. Al mistakes and hallucinations argument;

. Humans are special and better at making decisions argument;
. Al cannot be held responsible argument;

. The black box argument;

. The hostile Al argument.

b wWwN =

These arguments conveniently play into the human self-worth and
insecurity complexes, which are very powerful primal human instincts,
which provoke almost unconscious negative reactions to Al, especially
among the general public uninitiated into the intricacies of the Al
technology.

Further underpinning these arguments is the claim that human
decision-making is extremely sophisticated and somehow intellectually
and morally transcendent. Humans are claimed to be the only ones to
exert moral judgement, able to make fair and just decisions (Matsumi,
Solove, 2024). Only humans can rise to address bias, have unlimited
capacity to comprehend and address complexities of life and other
humans, etc. As a result, only humans are said to be able to overcome the
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limitations of Al decision-making and correct the unjust decisions of the
Al

Analysis below proceeds to scrutinize and criticise these arguments.
Said arguments have no empirical, logical or moral justification and it is
improper to view human decision-making as superior without any
objective measure. Instead of glorifying humans, it is more appropriate
to focus on agnostic decision-making principles and developing agnostic
accountability and good decision frameworks, following the lead of
economics scholarship.

3.1. AI mistakes and hallucinations argument

A common set of arguments made against Al and algorithmic
decision-making technologies is to present mistakes and examples of Al
hallucinations as generalizations of Al decision-making flaws. Lapses in
basic logic, data errors or fill-in-the-blank conjectures are, unfortu-
nately, as much traits of the human decision-making, as they are of AL It
is, however, no longer fashionable to mock human flaws, as it is more
convenient to mock failures of the aspiring technological intelligence
[20]. Although these arguments appear attractive on the surface, they
often ignore considerations that should give us pause.

The quick willingness to mock AI mistakes and hallucinations high-
lights the human anthropocentric bias and a sense of human superiority,
which is not a virtue. In the not so distant past humans have openly
mocked other humans, which they considered inferior. Even under
penalty of the criminality such human behaviour is not uncommon in
the modern societies and is even considered acceptable in certain human
cultures ([32], p. 294).

There is ample literature on the measurable advantages of Al
decision-making [10,14], as there is literature on claimed superiority of
human decision-making [25]. Either can be supported with select case
studies, but both lack comprehensive empirical validation, also it is
possible to find plentiful examples of mistakes and made-up conjectures
in either. Al systems can produce bad outputs, especially due to bad
input data or parameters, but this fact shouldn’t lure us into concluding
that humans are better. The only thing that can be assumed with cer-
tainty is that both humans and Al are prone to mistakes and hallucina-
tions in their decision-making. Such mistakes and hallucinations can be
minimized with better training, better resources and higher cognitive
capacities in either human or non-human decision makers. But it is
certainly “a lot easier to understand and then fix the algorithm or AI than
the human” and “it’s a lot harder to change the human or understand
why humans make their decisions.” [33]. Also, one must not forget that
human agents may sometimes intentionally produce corrupt or even
criminal decisions. Shifting the blame onto Al failure may just be a
convenient instrument for bad meaning human agents to avoid
accountability.

The studies comparing human and Al decision making directly are
unfortunately not many. The studies most relevant to legal decision
making are surveyed for this article (Table 1 below) and overall illus-
trate that Al is not worse and often is better than humans at decision
making. Studies in other fields, e.g. medical diagnostics, are even more
convincing [41], but fall outside of the focus of this article.

Recent studies on generative Al error rates and “hallucinations” in
large language models similarly show that performance is highly sen-
sitive to training data, prompting and guardrails, and that error patterns
can be systematically characterised and mitigated [3,51]. These findings
support the claim that, unlike many human cognitive biases, at least
some Al failure modes are fixable design problems rather than immu-
table flaws.

3.2. Humans are special and better at making decisions argument
Anthropocentric scholarship claims a fundamental difference be-

tween humans and artificial intelligence in terms of ethics and morality
[36]. This distinction is essential when considering the role and
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Table 1
Studies on Al vs human decision quality.

Study  Domain / Agents compared Measured Key findings

data qualities on Al vs
human
decision
quality

[6] Criminal Human judges vs Predictive Concludes that
justice, risk-assessment accuracy, risk-
recidivism algorithms racial bias, assessment
prediction (review of studies consistency algorithms can

-+ normative match or

argument) exceed human
predictive
accuracy while
being “colour
blind” and
more
consistent.
Overall
evidence is
limited and
context-
specific.

[4] US criminal Commercial False positive/ Concludes that
justice, recidivism negative rates, COMPAS
COMPAS risk algorithm vs calibration, scores are
scores human decisions racial disparity  similarly

and re-offending predictive
data overall but
produce higher

[15] Criminal
justice, bail /
sentencing

[61] General
policy / legal
decisions

Human judges vs
risk-assessment
tools

Human officials vs

algorithmic
decision
procedures

Crime rates,
jail population,
racial disparity
(simulations &
empirical
studies)

“Noise” in
judgment,
bias,

legitimacy

false-positive
rates for black
defendants and
higher false-
negative rates
for white
defendants.
Accuracy
comparable to
humans, i.e.
reproducing
human biases.
Concludes that
even imperfect
algorithms can
reduce jail
populations
and keep crime
rates roughly
constant
compared to
human judges,
if deployed
carefully.
Algorithmic
tools on
average exceed
human-only
baseline, but
do not warrant
total fairness.
Concludes that
algorithms on
average
substantially
reduce “noise”
(random
variation
between
human
decision-
makers),
potentially
improving
overall
decision

Table 1 (continued)
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Domain /
data

Study

Agents compared

Measured
qualities

Key findings
on Al vs
human
decision
quality

[9] Lab
experiments,
generic
decision tasks

[25] Business
decision-
making

[3] Experimental
tasks with Al
decision
support

[13] Hiring
decisions
(vignette
experiment, 2
x 2 design)

Human decision-
makers vs
algorithms
(perceptions, not
performance)

Al decision

systems vs human

managers

Humans making
choices with/
without different
Al explanation
types

Al vs human
hiring agent;
favourable vs
unfavourable
outcomes

Perceived
explainability,
perceived
understanding

Conceptual
mapping +
case
illustrations

Objective
fairness
metrics;
perceived
fairness; trust;
reliance

Perceived
fairness,
procedural
justice, trust

quality. At
individual
decision level
there are
always
outliers.
Concludes that
humans
believe they
understand
human
decisions
better than
algorithmic
ones, even
when both are
equally
opaque.
Surveys
organisational
uses of Al
decision-
support
systems,
concluding
that in some
domains Al
improves
prediction
accuracy and
efficiency, but
in certain other
domains
humans
remain
essential for
contextual and
ethical
judgement.
Concludes that
types of
explanation
can change
both perceived
and actual
fairness in Al-
assisted
decisions.
Feature-based
explanations
sometimes
improve
perceived
fairness but
can also
mislead users.
Explanation
design is itself
a decision-
quality
variable.
Concludes that
in some
conditions, Al
rejections are
perceived as
fairer than
human
rejections,
particularly
because
humans are

(continued on next page)
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Table 1 (continued)

Study

Domain /
data

Agents compared

Measured
qualities

Key findings
on Al vs
human
decision
quality

[£

]

Occupation
prediction
from bios; Al-
assisted
classification

Humans with Al
recommendations
plus different
explanation
designs

Distributive
fairness
(gender),
reliance on Al,
correctness of
final decisions

seen as more
biased or self-
interested. At
least at the
level of
perceived
fairness, Al can
surpass human
decision-
makers.
Concludes that
feature-based
explanations
do affect
fairness
perceptions

and reliance,
but do not
reliably help
humans
distinguish
correct from
incorrect Al
advice.
Depending on
what features
explanations
highlight, they
can either
mitigate or
amplify
stereotype-
aligned errors.
Concludes that
algorithms
often
outperform
unstructured
human
judgment on
accuracy, but
evidence on
fairness and
real-world
impact is
mixed and
context-
dependent.

[55] Criminal
justice
recidivism
tools

Many algorithms
vs human/legacy
baselines
(systematic
review)

Accuracy,
fairness,
calibration,
legal adoption

limitations of Al in society, especially in areas where moral judgments
are crucial. Notwithstanding the fact that different human groups, so-
cieties and cultures have varying interpretations of what is considered
moral, ethical or even fair [24], only humans are thought to have the
ability to understand and interpret moral issues in context, taking into
account a wide range of factors like intentions, emotions, cultural nu-
ances, and potential consequences. Only humans allegedly possess a
natural capacity for moral reasoning and ethical judgment, only humans
can understand complex moral concepts like justice, empathy, and
fairness, and can apply these concepts to make moral judgements in
varied and nuanced situations [59]. The problem is that this describes a
perfect human, which does not exist.

Regardless of this inconvenience, while AI can perform tasks and
even mimic certain aspects of human decision-making, it supposedly
lacks the intrinsic moral and ethical understanding that characterizes
human beings. Al is claimed to lack innate morality and moral
reasoning, lack the ability to inherently understand or value moral
principles and can only mimic moral decisions based on the parameters
and data it is programmed with [59]. Furthermore, Al systems are
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claimed to lack understanding of context and depth of the situation, as
well as the emotional dimension, which may be important for intuitive
moral judgments. Strikingly these assumptions in the literature are
made either through purely thought conjectures or cherry-picked ex-
amples of judgement errors by Al systems, as well as by ignoring a sea of
examples of human troubles and corruption in decision-making.

Very often Al systems are taunted as mere collections of algorithms
that can never capture the complexities of morals [59]. This argumen-
tation is fundamentally flawed because algorithmic understanding of
modern Al is incomplete. Intelligence whether human or in current Al
systems is far more complicated than such simplistic arguments let on.
Complex neural networks and self-improving deep learning systems
already test the boundaries of what can be described as quantitative
algorithmic systems. Simplistic arguments assume that machine intel-
ligence will not learn and will be doomed to repeat the same errors,
while this is quite possibly more likely with human agents that than with
modern self-learning Al agents.

In addition to said primitivism, there are three additional problems
with this line of arguments:

First, while it is difficult, it is not proven impossible to set ethical
principles into algorithms or train Al to act inherently morally. Moral
capacity in humans is poorly understood, and there is plenty of empirical
evidence of humans lacking moral capacity [56]. There is also an
argument that moral capacity is an inherent property of a certain level of
intelligence, and an intelligent entity may possess an innate ability to
differentiate right from wrong [39].

Second, it is already noted that many humans lack moral capacity
and struggle with major character vices ([23], p. 38-43). Persistence of
violent crime in modern societies is a best proof for this. Moreover,
moral capacity among humans is not equal and is not universal. Thus,
the claim that humans are special is inherently a broad stroke general-
ization based on the collectivistic vision of an ideal human, which
simply does not exist in the real world. Arguably a basic anthropocentric
bias is what contributes to the whole humans are special and better
argument.

Third, most biases and injustices in AI decision-making are a result of
such biases and injustices in human decision-making. Large datasets of
flawed human decisions are used to train Al systems, and thus distort Al
decision-making. This automatically nullifies the logic of the claims that
human decision-making warrants ethical decisions.

Practical aspect of “humans are better” argument is the human
oversight requirement for Al systems, in research also referred to as
“better together” and “humans in the loop” designs of the AI systems.
Human oversight now became a universal regulatory requirement for
high-risk Al systems according to the EU Al Act [21] (Article 14), even
though it is vague and open to subjective interpretations. Human
oversight is warranted to be inconsistent due to lack of standardization
of human understanding and behaviour, yet according to the EU Al Act
human oversight will be required for the AI decisions in development
and deployment stages. It is notable that until and if there are autono-
mous self-building AL, human oversight is engineering inevitability of Al
system design and training. Similarly to humans, Al systems cannot train
entirely by themselves without human inputs and assistance.

Human oversight of Al is certainly dependent on the ideal human,
assuming that overseer will act with consistent moral and intellectual
standards. However, the reality of human decision-making systems is
quite different. Many decisions, especially those of legal importance, are
subject to multiple layers of political and legal oversight, yet errors, bad
decisions are daily phenomenon and society has to rely on a system that
often delivers only 'good enough' decisions. This stems not only from
intellectual inconsistencies among decision-making humans but also
from common negative human traits such as laziness, incompetence,
and occasionally, malice or corruption, which may be further exacer-
bated by technology [1].

Humans are not trusting of machines, they are just too lazy to
question them as it requires substantial dedication and own effort.
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Research shows that automation can create a diminished sense of con-
trol, responsibility, and moral agency among human operators [14].
Humans become complacent and over reliant when working with Al
systems, a tendency that cannot be overcome by experience or training
[70]. This suggests second order effects of Al, like lessening the pressure
on humans to learn to perform better, lessening human learning from
own errors, as well as lessening the human responsibility and potential
liability for bad decisions, especially if ‘bad’ Al can be implicated for
human failures.

This is why human oversight, will not solve any problems of the Al
decision-making and may even augment them. Human oversight as-
sumes that the combination of humans and AI will address the de-
ficiencies of each. All kinds of human oversight designs, whether based
on Al supporting human-made decisions or humans approving Al-made
decisions, have already been proven to be fallible. Empirical studies
show that people readily defer to automated systems, overlook errors in
algorithms, and deviate from algorithmic output in ways that render a
less accurate result [42]. Moreover, humans cannot reliably balance an
algorithm’s advice with other factors, as they often over-rely on algo-
rithmic advice and place greater weight on the factors that algorithms
emphasize [26,49].

Overall, while mandatory human oversight may be well intentioned,
it inadvertently reintroduces a major source of fallibility into AI
decision-making. Instead of addressing the core issue of accountability,
it is a simple comforter covering up the root problems.

3.3. Al cannot be held responsible argument

Humans are thought to be responsible for their actions and
accountable for their moral choices. In contrast, it is problematic to
assign responsibility or accountability to AI systems. Therefore, the
ethical and legal responsibility for AI’s actions currently falls on the
developers, operators, or owners of the technology.

Semantics aside, modern human systems have unfortunately limited
the accountability for the actions and liability for moral choices, espe-
cially when it comes to highest echelon decision makers. Lack of the
“skin in the game” has been noted as one of the essential problems that
undermines ethical decision-making in political and legal systems,
making them fragile to various unanticipated shocks [62] and unable to
solve existential long problems of humanity ([28], p. 24-26).

The last few decades are marked by multiple examples of human
decision-makers, who do not bear proportionate accountability for their
decisions leading to disastrous decision-making. The Russian invasion of
Ukraine, the 2008 Financial Crisis, and even the Covid-19 crisis provide
ample examples where decision-makers that made wrong calls remain
insulated from the legal consequences for their actions or failures. These
examples are situations of the so called moral hazard - a lack of
accountability and disregard for the harm imposed onto others. Modern
administrative, legal and political bureaucracies have become adept at
diffusing accountability across the system itself, making it difficult to
hold any one accountable. This phenomenon arises from the complex,
opaque structures of modern governance, where decision is the product
of a whole system rather than of individual decision maker [66]. This is
not inherently a failure, it just highlights the difficulties in applying
accountability when failures occur.

It is thought that the fact that human decisionmakers have to live
with the moral consequences of their decisions is sufficient account-
ability. But this equally applies to the developers and curators of the Al
systems, who will have to live with the moral consequences of the Al
impact on humanity, in the same way as the developers of the nuclear
weapons had to morally assume the use of such weapons against thou-
sands of Japanese civilians, famously acknowledged as “blood on my
hands” by J. Robert Oppenheimer ([46], p. 493-494).

In this context, the argument that it is problematic to assign re-
sponsibility or accountability to Al systems is fairly hypocritical and
irrelevant. If anything, the accountability that is now imposed according
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to the EU AI Act onto the developers and operators of the Al system
ensures as much if not greater level of accountability than what is
available in human-only decision-making systems. More important issue
is explicability of decisions, which is applied even more asymmetrically
to Al decision-making.

3.4. The black box argument

The requirement for explicability has been proposed by ethicists and
adopted by policymakers as a foundational ethical principle of AI [22].
This principle essentially extends an anthropocentric approach to Al and
is somewhat disingenuous, as neither human status nor human decisions
require explicability, yet lesser entities are held to this standard. In the
literature, this principle is often referred to as the “black box” problem,
highlighting that modern Al systems increasingly function as opaque
entities, where the exact algorithmic process by which specific inputs
lead to certain outputs is unclear [7]. Inconveniently, black-box deci-
sion-making is also a common feature of human decisions, sometimes
even codified in law—for example, a judge or jury member act on in-
ternal conviction, a politician votes based on conscience, individuals can
hide behind the secrecy of group ballots.

Explicability is not a requirement for many human decisions, and
even when it is, the standards are low and inconsistent, with little
accountability for inadequate explanations. Yet, unlike human intelli-
gence, Al systems are expected to be fully transparent, with their de-
cisions comprehensible to humans to increase trust, demonstrate how
decisions are made, and prevent biases or discrimination in Al [47].
Trustworthy Al has therefore emerged as a major research area, with
particular emphasis on counterfactual and contrastive explanations that
allow affected individuals to understand under which hypothetical
conditions a different outcome would occur [3,18].

In human decision-making, explicability is excluded because the
"black box" nature of the human brain is considered an inherent feature
of human decision-making [9]. If all decisions required elaborate
elucidation, it would likely result in decision paralysis.

The human brain is the ultimate black box, and thus, Al systems
designed to mimic brain processes are similarly prone to the black-box
problem. The human brain’s opacity can be particularly severe, as we
have yet to fully understand or prevent violent and immoral behaviour.
It is safe to assume that some individuals possess a "heart of darkness,"
and most of us harbour dark corners in our consciousness ([5], p. 237).
Adult humans are relatively static, and we can never be certain of in-
ternal changes, even if external behaviour suggests otherwise. Good
intentions, nurturing, and elite education are often insufficient to
overcome the darkness within the human soul.

The idea of a perfect algorithm or Al system is as fallacious as the
ideal human. The black-box problem is certainly expanding, at least in
the sense that explaining the rationale behind Al decision-making now
requires specialised expert knowledge. The more complex (and intelli-
gent) the system, the closer it approaches a point where explanations
also become exceedingly complex. Ironically, this is also a hallmark of
modern political and legal systems.

Al systems can be curated to correct logical or moral flaws in their
training data and decision-making processes. As noted, it is certainly
much easier to fix Al than to fix human decision-makers. Increasingly
sophisticated methods are being developed to explain Al decisions, and a
whole new subdomain of AI research—Explainable Al (XAI)—has
emerged to address this as a core issue [44]. Explicability requirements
act as a form of accountability in Al decision-making, contrasting starkly
with the unexplainable human-only decisions. From the perspective of
this article, such tools are best understood as components of an agnostic
decision framework that applies symmetrical demands for explicability
wherever technically and institutionally feasible, irrespective of
whether the agent is human or non-human.
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3.5. The hostile AI argument

It can only be assumed that human history is the main source of the
argument that superior humans tend to abuse perceived inferior beings,
be it other humans, animals, ecosystems, etc. As it was noted, despite
best efforts in design of social systems in education, healthcare, welfare,
etc. it was not possible to overcome moral lapses of humans against
humans. However, if we consider intelligence agnostically, there is no
reason to believe that moral intelligence per se must be somehow hostile
to other forms of intelligence.

The plausible possibility exists that higher intelligence possesses
innate ability to know right from wrong and prevent wrongdoing and
there are no specific reasons why non-human intelligent entities would
need to harm human intelligence. It is at least plausible that agnostic
intelligence will adhere to Kant's categorical imperative. Al, especially
based on the collective intelligence and morals of an aspiring ideal
human, may be able to overcome individual human vices, resist mali-
cious exploitation, seek to avoid accidents and achieve better outcomes
for the largest number of human subjects even without human moral
oversight. Consequently, we should be more concerned with humans
abusing Al systems in order to harm other humans, than Al systems
abusing humans for Al ends themselves.

Max Tegmark is generally known as one of the most prominent Al
pessimists, and however yet the main argument that he makes against Al
is not agnostic. The risks of unintended consequences and adverse sce-
narios can never be excluded, just as they are not preventable in human
systems ([63], p. 260), i.e. the hostile Al risks are not Al specific, they
are assumed on the example of the human systems. Such arguments do
not, by themselves, support the claim that Al is inherently predisposed
to harm humans. In fact, Kantian ethics suggests otherwise, asserting
that pure intelligence should be able to autonomously choose the cate-
gorical imperative. This philosophical argument requires further
engagement with moral theory and cannot be empirically verified. It is
presented as a conceptual counterpoint to dystopian narratives, rather
than as a descriptive claim about existing Al systems.

4. Appreciating the AI decision-making

A lot of critique of Al decision-making stems from simplistic pre-
sentation of Al as algorithmic and entirely quantitative, which is
inconsistent with modern Al technology. Based on evolutionary algo-
rithms, algorithms based on deontic logic, deep learning, and neural
networks that adapt to new data without human directives, modern Al
systems already have at least rudimentary ability to make decisions and
take actions based on their internal processes and values, rather than
merely following pre-programmed instructions or reflectively reacting
to set data points.

Focus on quantitative probabilistic algorithms in AI decision-making
is a representation of human limitations in understanding non-human
intelligence. It is not right to straw-man such algorithms as represen-
tation of the whole field of Al decision-making, as they are often pre-
sented in social science literature (Matsumi, Solove, 2024). Even if it is
agreeable that problems emerge when only quantitative data is relied
upon and qualitative data is excluded or limited, as the empirical evi-
dence is aplenty in human decision-making, simplifications and gener-
alisations based on rhetorical devices present a risk of unreasonably
undermining trust in robust but complex mathematical and computer
science methods underpinning Al systems. Claims that Al struggles when
told to appreciate inconsistent or unexpected is a typical generalization.
The fact is that all current decision-making systems (including human
systems) struggle under such circumstances.

Further critiques of AI decision-making are often exemplified by
narrow case studies, such as predictions of criminal recidivism. In these
cases, the ideological bias of the commentator and the biases in the
datasets used to train Al play as much role in the critique, as the asserted
bias in the decisions made by the Al system. Especially if we specifically
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look for biases and disregard the long term outcomes and full scope of all
available data, claims of bias can be conjured regardless of the meth-
odology based on the theories of justice practiced by the commentator
alone.

Overall, beyond metaphysics and rhetorics there is no certainty that
human decision-making is somehow better, and it struggles with all the
same problems of which Al decision-making is accused. Al decision-
making offers at least some unique benefits. Al can lower the cost of
complex decision-making and make it economically accessible [2].
Classical economic theory has long recognised that no individual
decision-maker can access or process all relevant information [30]. Al
systems explicitly address this by pooling and processing vast amounts
of dispersed information through multiple decision making processes.
By design, Al systems embody the idea that decisions emerge from
collective rather than purely individual intelligence.

Al decision-making also offers advantages of explicability, easier
failure correction and collective morals of an ideal human, which are
unique. Al decisions are faster, universally accessible, and verifiable
through multiple pathways such as through independent human agents
or alternative AI agents. Explicability requirements for Al decision
transparency well exceed the transparency requirements for the human
decision makers. This certainly increases the richness of considerations
in the decision-making. Individual human decisions are deterministi-
cally bound to represent human flaws, however due to economic and
social reasons we do not have the luxury to avoid them (e.g. single judge
in lowest instance courts). Al decisions inherently represent collective
human effort and essentially are decisions made by collective rationale
in addressing the issue. Al systems as an image of a collective of human
intelligence and morals have better shot at being ideally human, than
individual humans or even groups of individual humans. At the very
least combining AI decision-making with human decision-making in
non-subordinate way, i.e. as competing independent decisions, may
offer novel and important ways to develop agnostic good decision
frameworks. Developing such frameworks would benefit from inte-
grating decision theory, empirical Al evaluation metrics (e.g. accuracy,
fairness, accountability indices) and cognitive science perspectives,
which is an agenda for future work.

Decision science subfield of economics research has long developed
decision frameworks that are effectively agnostic as to whether the
relevant agent is human or non-human. For example principal-agent
models of algorithmic decision-making recognize the problem of agent
agnostic design [19,27]; welfare-based approaches to algorithmic fair-
ness evaluate decision rules independent of whether they are imple-
mented by judges or neural networks [34,35,52]; recent work on
level-agnostic economic theory and the economics of Al further em-
phasises that human and artificial agents can be analysed within the
same decision-theoretic frameworks [48,64]. This research is particu-
larly relevant for AI decision making, and needs serious consideration in
domains of law and broader social science decision making.

Last, but not least with the latest generation of Al technology we are
at the junction, where we can never be sure about the origin of a
particular decision, i.e. whether it was made by human or non-human
intelligence, as long as the human agent claims to own said decision.
Since almost all decisions already involve some level of algorithmic
assistance, human and algorithmic contribution is simply inseparable in
the outcome. Incentives for humans to completely own Al decisions are
rapidly increasing with the increasingly economically useful outputs
that Al systems are producing. We may only talk about certain proba-
bilities that decision may be made by non-human agent, which is
insufficient for human accountability and legal outcomes as long as we
are allowing human a benefit of doubt. Unless we challenge the funda-
mental principles of human accountability, we will never be able to
differentiate between human and non-human decisions. This underlines
the main normative problem - existing accountability frameworks based
on clear human-AlI boundary fail completely when decisions are made
through collaboration of humans and Al, especially where Al
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involvement is intentionally or unintentionally latent. Inseparability
does not only create a practical problem for accountability, it also sug-
gests a conceptual shift. If human and Al decisions cannot be separated,
then decision frameworks must become agent-agnostic by design. Eco-
nomics decision theory already offers outline of such framework that is
more useful compared to metaphysical arguments.

5. Conclusions

Human and non-human decisions affecting humans are one and the
same, therefore should be subject to the same rules and frameworks. It is
becoming increasingly difficult to separate human from non-human
decisions, particularly when humans are willing to appropriate Al-
driven decisions and present them as their own. The probabilistic
benefit-of-the-doubt principle, which underpins human accountability
rules in modern society, will soon eliminate any possibility of dis-
tinguishing between human and Al outputs. This also complicates efforts
to introduce differentiated accountability frameworks. As incentives
grow for humans to claim credit for good Al decisions and shift blame for
bad human decisions onto Al, this problem will become even more
apparent.

This problem highlights the urgent need to rethink frameworks for
good decision-making and human role within such frameworks.
Anthropocentric decision-making models, and their often condescend-
ing views of Al, prescribe solutions such as human oversight, which is
simplistic and naive approach. As many anthropocentric Al scholars
agree, and as demonstrated from non-anthropocentric point of view in
this article, merely adding human oversight to Al decision-making may
be counterproductive, encouraging humans to deflect blame for their
own failures onto Al

The overarching goal is to produce good decisions, regardless of the
decision-making agent. However, what are the modalities for such
agnostic decision-making? This critical problem receives much less
attention in social science than the criticisms aimed at AI decision-
making. Ephemeral features such as fairness, morality, impartiality,
diversity, philosophical depth, open-mindedness, contextual awareness,
and adherence to rulebooks, that dominate law and policy sciences, have
not been particularly helpful in defining good decisions beyond mere
hope that a human decision-maker's subjective interpretation aligns
with the metaphysical meaning of these principles. It is troubling that
many commentators believe these foundational principles are inade-
quately addressed by the tremendous collective efforts of Al developers
and curators. This reflects a deep-seated mistrust of other humans on
both intellectual and moral grounds.

We should embrace Al as an important tool for better decision-
making. As a collective embodiment of a moral ideal, Al represents
our best hope for producing good, or at least better, decisions, as well as
for improving human decisions, especially, if we assist it with agnostic
decision-making frameworks also emerging from economics research,
and allow it to assist humans in a non-subordinate way. Since Al is
already omnipresent in decision-making, it may be appropriate to
rethink AT and human decision-making not in a hierarchical manner but
as competing, independent processes. This could provide a novel and
important approach for developing agnostic decision frameworks and
enhancing accountability among decision-makers, not just in the field of
economics. For policymakers, this suggests prioritising governance ar-
rangements that specify decision-quality metrics and accountability
mechanisms independently of the nature of the agent, and then ask how
humans and Al systems can be jointly configured to meet them. For
researchers, it invites empirical and theoretical work on operationalis-
ing inseparability, collective morality and agnostic frameworks in con-
crete institutional settings.
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